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Natural semantics speci cations have become mainstream in the formal speci cation of program-
ming language semantics during the last ten years. In this pa per, we set up sorted natural
semantics as a speci cation framework which is able to expre ss static semantic information of
programming languages declaratively in a uniform way and al lows at the same time to generate
corresponding analyses. Such static semantic information comprises context-sensitive properties
which are checked in the semantic analysis phase of compiler s as well as further static program
analyses such as e.g. classical data and control ow analyse s or type and e ect systems. The
latter require xed point analyses to determine their solut ions. We show that, given a sorted
natural semantics speci cation, we can generate the corres ponding analysis. Therefore, we clas-
sify the solution of such an analysis by the notion of a proof t ree. We show that a proof tree
can be computed by solving an equivalent residuation proble m. In case of the semantic analysis,
this solution can be found by a basic algorithm. We show that i ts e ciency can be enhanced
using solution strategies. We also demonstrate our prototy pe implementation of the basic algo-
rithm which proves its applicability in practical situatio ns. With the results of this paper, we
have established natural semantics as a framework which clo ses the gap between declarative and
operational speci cation methods for static semantic prop erties as well as between speci cation
frameworks for the semantic analysis. In particular, we sho w that natural semantics is expressive
enough to de ne xed point program analyses.
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ing Systems and Compiler Generators ; D.3.3 [Programming Languages ]: Language Constructs
and Features| Constraints ; F.3.1 [Logics and Meanings of Programs ]: Specifying and Veri-
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1. INTRODUCTION

Natural semantics has become the speci cation method of chioe for the semantics
of programming languages during the last decade. It de neststic semantic proper-
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2 S. Glesner and W. Zimmermann

ties as well as the dynamic semantics of programming languas by inference rule
systems. Natural semantics has grown in popularity over deatational semantics
because xed points are de ned implicitly as part of the rule formalism. Moreover,
natural semantics is more modular than denotational semants because static and
dynamic semantic information can be speci ed separately fom each other without
the need for a common xed point.

In this paper, we argue that natural semantics is a uniform delarative speci ca-
tion method for static semantic properties of programming knguages. In particular,
context-sensitive properties of programming languages sah as well-typing or proper
declarations of variables can be speci ed in the same mannas further static pro-
gram analyses ranging from classical data and control ow aalyses to type and
e ect systems. Usually context-sensitive properties can e computed directly dur-
ing the semantic analysis phase in compilers by transportig semantic information
through the abstract syntax trees of programs. In contrast, typical static program
analyses need xed point computations to determine a solutbon. Hence, we estab-
lish natural semantics as a uniform framework to express thesemantic analysis as
well as xed point program analyses. This is important not only from a theoretical
point of view. Many compilers do not strictly separate between the semantic ana-
lysis and succeeding program analyses. Therefore it is an portant feature of a
speci cation framework be able to express both together. Moeover, because of its
declarativity, natural semantics is especially suited to be used in the formal and,
by employing automated theorem provers, mechanical veri @tion of programming
language properties. On the practical side, natural semarits speci cations allow
for the generation of corresponding analyses. It is the goadf our work to establish
natural semantics as a formalism which meets the seeminglyontrary requirements
of being declarative and of being able to generate e cient aralyses.

Natural semantics' [Kah87] is a deductive method to determine program pro-
perties. Thereby, axioms and inference rules specify semta properties with re-
spect to language elements. For example, the type checkingile for the conditional
statement would be de ned as shown in gure 1. The conclusionof the inference
rule describes the program node corresponding to the wholeoaditional statement
while the three assumptions specify the children nodes. Nairal deduction [Gen35]
is used to infer the properties of an entire program. Due to is logical character,

p° Ep:bool p’ Ex: p - Es:
p if Ejthen E; else Ez: E, /E

AN

Fig. 1. Inference Rule for the Conditional Statement

natural semantics is a declarative speci cation method. Maeover, the program
structure corresponds directly with the structure of a proof for the static semantic
properties of the program. This correspondence means thatralysis implementa-
tions can be automatically generated because the proof stieture is already known
in advance and does not need to be computed by an extensive seh. So natural

1Deductive semantics would be a better name.
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Natural Semantics as a Static Program Analysis Framework 3

semantics speci cations have the potential to be declaratve and, simultaneously,
enable the generation of e cient parts of a compiler. This is also the reason why
natural semantics speci cations have become widespread ithe last decade. The
most prominent example for this development is the completespeci cation of the
static and dynamic semantics of Standard-ML [MTH90; MT91; MTHM97]. In
contrast to the general character of natural semantics, moiscurrent tools need re-
stricted forms as input so that declarativity and the abilit y to generate analyses do
not exist at the same time, see section 8 for a detailed discs®n.

As a solution to bridge this gap between declarative and opeational speci cation
methods as well as between speci cation frameworks for theesnantic analysis and
further xed point program analyses, we present sorted natual semantics. It is
a declarative speci cation method for static semantic properties of programming
languages. In particular, it is able to de ne semantic propeties of imperative and
object-oriented programming languages. Speci cations inthis framework are mo-
dular. By modularity, we mean that di erent aspects of the language semantics
can be specied independently from each other so that speccations are easily
extensible and reusable. The corresponding analysis can bgenerated from such
speci cations. Therefore we represent the solution of suclan analysis by the notion
of a proof tree. We show that proof trees can be computed by swing an equivalent
residuation problem. For the semantic analysis, we show howuch constraint prob-
lems can be solved with a basic algorithm. In special caseshe e ciency of this
basic algorithm can be enhanced by solution strategies. Sae attribute grammars
are regarded as su ciently expressive to specify the conteksensitive properties of
imperative and object-oriented programming languages, we&ompare our approach
with them. Thereby we show that each well-de ned attribute grammar can also be
expressed in our speci cation language so that the semantianalysis can be gen-
erated. Moreover, we demonstrate that language constructsvhich are common in
object-oriented programming languages can be expressed meoeasily and declar-
atively in sorted natural semantics than in attribute gramm ars. Concerning xed
point program analyses, we discuss that the classical dataral control ow anal-
yses expressable within monotone frameworks, cf. [NNH99Ean also be speci ed
in sorted natural semantics. Moreover, we show that type ande ect systems, cf.
also [NNH99], can directly be stated in sorted natural sematics. The basic algo-
rithm for the semantic analysis corresponds directly with a concurrent constraint
program. We have implemented the basic algorithm based on tis observation.
A test implementation using the concurrent constraint programming language Oz
shows the feasibility of the basic algorithm. The much more eient prototype
implementation using Java employed these experiences andr@ves that the basic
algorithm can be used in practice. Throughout this paper, weuse two example
speci cations: Mini-Java is a small object-oriented programming language taking
into account inheritance, subclassing, and the polymorphsm of Java. Its speci ca-
tion demonstrates the applicability of sorted natural semantics to object-oriented
programming languages. The second example language contetes on the use
of variables before their de nition and is introduced to show that sorted natural
semantics speci cations are more declarative than attribte grammars. (Parts of
this article have been published in [GZ97; GZ98; Gle98; Gle®h; Gle99a].)

This paper is organized as follows: In section 2, we de ne st&d natural seman-
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4 S. Glesner and W. Zimmermann

tics, thereby also using parts from the example speci catims to demonstrate the
method. In particular, we characterize analysis results baed on the notion of proof
trees. In section 3, we introduce the basic algorithm to geneate the semantic ana-
lysis. In section 4, we describe solution strategies to entme the basic algorithm for
the semantic analysis. They exploit ideas from the theory ofattribute grammars.
The comparison with attribute grammars is given in section 5 In section 6 we show
that classical data ow analyses as well as type and e ect syems are expressible
within sorted natural semantics. The prototype implementation is presented in
section 7. In section 8, we discuss related work. Finally, irsection 9, we conclude
and list some ideas for future work. The example speci catims used throughout
this paper are listed in appendices A and B, resp.

2. SORTED NATURAL SEMANTICS

We de ne the logical calculus of sorted natural semantics. h particular, we demon-

strate how static semantic properties of programming langages can be speci ed
within that calculus. Then we de ne the notion of proofs for semantic properties.

Finally we show how proofs can be found by reducing this quegin to a residu-

ation problem. This residuation problem can be tackled with constraint solving

techniques.

2.1 Logical Calculus

We describe semantic information as terms of a sorted logicFirst we present this
logic. Then we introduce axioms and inference rules which dee static semantic
properties of programming languages. They associate semtn information with
the terminals and nonterminals of particular productions of the abstract syntax.

2.1.1 Sorted Semantic Information. We use abstract data types to describe
static semantic information. According to [Wir90], an abstract data type is de-
ned over a signature = H©S;Fi whereS is a set of sorts andF is a set of function

sort T 2 S denoted by T, Tn ! T. The notion of a term t of sort T is
de ned in the standard way; for details see [Wir90]. Abstrad data types can be
de ned inductively as term algebras via constructor functions. In these cases, a
sort T 2 S is interpreted as the set of constructor terms of sortT. Additionally,
we consider nite sets over sorts. The sort of nite sets overa sort T is denoted
by f Tg. Elements off T g can be de ned extensionally as nite sets because sets
allow for particularly declarative speci cations. Finite sets are su cient because
all information derived by static analyses of programs is nite.

To simplify the presentation, we assume that the following tasic sortsNat , Bool ,
String , and Geninfo do already exist. Nat, Bool, and String are the sorts
representing the integers together with the usual arithmefc operations, the Boolean
values with the constantstrue and falseand the common functions on truth values,
as well as the strings of nite length together with their operations and constants
as e.g. string concatenation or constants to denote individal strings. Genlinfo is
a sort with the constant correct whose sole function is to mark correct programs
or program fragments. It is straightforward to de ne the basic sorts as abstract
data types via appropriate constructor functions: E.g. for the natural numbers we
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Natural Semantics as a Static Program Analysis Framework 5

would take the constant 0 and the successor functiors : Nat ! Nat . We assume
the following pairwise disjoint, enumerable in nite sets of symbols: , the set of all
sorts, C, the set of all constructor functions, and D, the set of all de ned functions.

Each semantic information is a pairt :: Sort denoting that term t is of sort
Sort . Each sort is either a basic sort or de ned by a sort equation.A speci cation
contains a list of sort equations, each of the formSort = Sort_Term, Sort 2
Sort_Term is a term built from basic sorts or sorts which are also de nedin the list
of sort equations, i.e., inductive and mutually recursive e nitions are also allowed.
In particular, Sort can appear inSort_Term as well. In detail, Sort_Term can be
built as follows:

Term Algebra: Sort = Fl(S(l) po :;SS)(”) Fn(S(l”); i :;Sf:()n)) is a valid
sort equation if F; 6 F for i 6 j, and if Fy;:::;F, are constructor functions

which have not been used in any other sort equation in the speécation. As an
example, consider the self-explanatory de nition of the sé Nat _List of lists of
natural numbers: Nat _List =[] congNat ; Nat _List ).

Cartesian Product: Sort =S5 S is a valid sort de nition if for all
1 i n,Sisdened by a sort equation and S; does not depend onSort. A

the subscript if it is clear from the context.

Renaming: Sort = S is a Cartesian product with n = 1. For example, in the
speci cation of Mini-Java in Appendix A, we de ne the sort Type as being
equal to the sort String , Type = String . This is useful in object-oriented
programming languages because types are identi ed by namesf classes.

Sets: Sort = fSgis a valid sort de nition if S is de ned by a sort equation and
S does not depend onSort. Each set sort is de ned as a term algebra with
the constructor functions ; sort , fQsort » and [ sort - We omit the subscript if
it is clear from the context. The constructor [ is associative, commutative,
and idempotent. Consequently only nite subsets of S can be represented by
Sort. E.g. Types = fType g de nes Types as a sort whose elements are sets
containing terms of sort Type .

Lists: Sort =[S] is valid sort de nition if S is de ned by a sort equation and S
does not depend onSort . A list sort has the constructors [Jsort and conssert
S Sort! Sort.

The sort equations de ne the signatures of the constructor tinctions: If S =

Fl(S(l)} i Sf]?(l)) Fa(SM;0; SE:()n)) is the sort equation, then F; : S{"
Sfr'])(i) S is the signature of constructor functionF,1 i n. Since we deal

only with rst-order functions, the symbol ! only occurs in the function signatures
and not in the arguments or results.

We allow recursion only via constructors in order to avoid inconsistencies such
as e.g.Sort = fSortgor Sort = S Sort. Itis not possible to construct terms
representing such sets or cartesian products, respectivel We also do not have
subsort declarations. This avoids Russell's paradox becae there is no common
super-sort Set which would have f Setg as a subsort ofSet.
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6 S. Glesner and W. Zimmermann

from all sorts in the speci cation. It de nes the sort of all n-ary relations over the

consider the sort equationSubtyping = fv (Type ; Type )g from the Mini-Java
speci cation in Appendix A which de nes the sort of subtypin g relations as a binary
relation over Type with the relation symbol v .

For the de ned functions, the signatures are explicitly stated in the set Sig:
Sig = ff : S; Shn! Sjn2N;S;;::5;80:S2 ;f2Dg. Dsetey
A\ sort ;[ sort ;Zsmgnsm g D are the de ned functions for sets of sortSort =
fSg. With Dset = {sort jsort is a set sort g DSetsor » WE denote the set of the de ned
functions of all set sorts.

Terms and formulas are built as a rst-order language. We asame a setV
of sorted variablesx :: Sort. Each variable x is annotated with its sort Sort .
Terms t are also annotated with their sort: t :: Sort. If clear from the con-
text, we omit the sort annotation, especially for formulas. An equation is a pair
of terms of the same sort, denoted byt; = t,. An atomic formula is either an
equation, or a sort membership statement of the formt :: Sort, or a term of
sort Bool . General formulas are built as usual, cf. [Wir90]. The free ad quan-
tied variables in a formula ' and the variables contained in a termt are de-
ned in the usual way as well, denoted by FV ('), QV(' ), and V(t). We use

ti cations over nite sets are allowed, e.g. 8 (x :: S;) 2 (M :: £S;0):' . This is
an abbreviation for 8 (x :: S1):(x 1 S;) 2 (M :: fS;)g ) '. Truth values of
restricted quanti ed formulas can easily be computed as soo as the values of all

the above formula is equivalent to' [t;=x]* " ' [ta=X] where' [t=x] denotes the
free substitution of variable x by term t.

Variable substitutions are sorted in the sense that variabks are replaced by terms
of the same sort. Variable renamings are injective variablesubstitutions replacing
variables by variables. Two termst; andt, are uni able if there exists a substitution

suchthat (t;) = (t2). is a mostgeneral unier oft; andt, if for every unier

, there exists a substitution such that = . Most general uniers are
computed with the Herbrand-Robinson algorithm [Rob65].

A syntactic uni cation is not su cient for terms of a set sort . For uni cation of set

of [ but not the idempotency. Hence, in our framework each set sdrcan be
described by an AC1 (associative, ®mmutative with identity element) equational
theory where the empty set is the identity element wrt. [. Two semantically
equivalent set terms can be syntactically di erent. Therefore, we need to consider
AC1-uni ers which unify set terms modulo the AC1 equational theory. In general,
a minimal complete set of AC1-uni ers may be doubly exponental in the size of
the given AC1l-problem [Dom92], to decide the AC1-uni ability of two terms is
NP-complete [KN92], cf. [BS98] for an overview. In Section 3we show how AC1-
uni ers can be computed e ciently in special cases which aresu cient to cover
the situations arising in semantic analysis. In general, or needs to make sure
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Natural Semantics as a Static Program Analysis Framework 7

that for each speci cation employing set sorts, this AC1-uni cation problem has
a reasonable solution. For now, we assume that we have AC1l-unations at our
disposal.

Remark 2.1. We distinguish between properties depending on the progranand
general properties which are independent of the program. Th latter are formalized
by logical formulas, the former by means of inference rulesHowever, there are sit-
uations where properties stem from both, the program and geeral properties. E.g.
the subtyping relations in object-oriented programs stem fom the subclass dec-
larations in the program (program-dependent property) and from the transitivity
of subtype relations (program-independent property). Sud situations are modeled
by relations. We therefore distinguish between predicateqcompletely program-
independent) and relations (based also on program-dependeinformation).

Predicates and de ned functions on the sorts are speci ed delaratively by equa-
tional Horn clauses. We have chosen Horn clauses because wegard them as
a declarative formalism but any other equivalent will do as well. E.g. the sort
Subtyping = fv (Type ; Type )g represents inheritance relations in object-orien-
ted programs. Such relations are transitive, expressed byhe following Horn clause:

Av C2 subtypes subtypes: Subtyping ;
Av B 2 subtypes
B v C2 subtypes

function not contained in Dser except 2 for relations. The subgoals of the Horn
clause are either sorted variablex :: Sort or formulas without quanti cations. Ex-
tra variables, i.e. variables which occur in the body of a clase but not in the head,
are allowed, cf. as an example the above transitivity rule. Rkrthermore, a Horn
clause might have a side condition which states when this Hor clause is valid. As
conditions, restricted quanti ed formulas are allowed whereby the free variables of
the condition must be contained in the variables of the subgals and the head of the
Horn clause. Note that it is not possible to specify the behaior of constructor func-
tions or functions on sets with Horn clauses, only de ned furttions and predicates
as well as relations can be de ned with them. Relations are spcial because general
properties on relations are required to be de ned (e.g. the tansitivity of a binary
relation, see above). This a ects the element-function 2" on relations. If there is
no explicit de nition for the properties of a relation, then the usual 2-function is
assumed.

Sorts constructed from sets are particularly useful to de ne semantic information
consisting of a collection of uniform data, e.g. de nition tables in the semantic
analysis. Elements from such sets have typically an internbstructure with certain
properties. E.g. they could be tuples whose rst component miquely identi es
them. We specify such a search key property by de ning a fundbn uniques,, .
Assume that elements of SortSort are sets containing elements of sortSort °.
Assume furthermore that elements ofSort © are pairs whose rst component (e.g.
the name of a variable) uniquely identi es them. This can be epressed with the
following two Horn clauses:

uniquese (hx;yi) = [X]:
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8 S. Glesner and W. Zimmermann

€= 6 uniquesort (el) = uniqu%ort (82)

The latter of the two Horn clauses can be speci ed for every sd. In general, the
signature of uniques,; is given by uniquey,, : Sort°! [S] where S is the sort of
the search keys. For each sor§ of a speci cation, if there is no explicit de nition of
a unigue-function, by convention it is implicitly assumed to be the identity function.
The uniquefunctions play an important réle in the restricted AC1-uni cation, as
shown in Section 3.

2.1.2 Axioms and Inference Rules. Axioms and inference rules de ne the static
semantic properties of nodes in the abstract syntax tree. Tleir assumptions and
conclusions consist of judgements. Judgementsde ne the properties of a pro-

tyonSort ity nSort) T K ter Sort e tien Sort 4 n

We say that the judgement is ajudgement for k. In principle, there is no di erence
between the semantic information in the context and in the properties. In particu-
lar, there is no logical consequence between the semanticfarmation in the context
and in the properties. Merely in the description of programming languages, it is
common to separate the semantic information of a node into tlose which are derived
from its predecessor (the context) and into those which are drived from its chil-
dren (the properties), even though this distinction is not strict here?. Since we use
sorted semantic information, we can specify di erent kindsof semantic information
independently from each other, makingmodular speci cations possible.

Inference rules de ne the judgement for a node of the abstracsyntax tree depend-
ing on the judgements of its successors. An inference rule usists of assumptions

' is arestricted quanti ed formula which contains as free vaii-

ables only those which are already contained in the assump-
tions or the conclusion of the inference rule. Therefore the
validity of ' is decidable and easily computable if the values of all freeariables
in the inference rule are known and if the free variables in tle restricted quanti ed
formulas are instantiated with nite sets. If there is a prod uction Xo ::= X1 X,
in the abstract syntax of the programming language, then we equire that there
is at least one inference rule whose conclusion is a judgentefor X, and whosen

out assumptions, necessary to describe the judgements foetminal nodes without
successors. Substitutions can be applied to judgements and inference rules by
replacing each contained semantic informatiort :: Sort by (t) :: Sort .

Example 2.2. In the speci cation of Mini-Java, we specify the following infe-

21n the theory of attribute grammars, inherited attributes ¢ orrespond to semantic information in
the context and synthesized attributes correspond to prope rties. However, one of the advantages
of natural semantics speci cations is that these direction s of attribute computations do not need
to be speci ed.
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Natural Semantics as a Static Program Analysis Framework 9

rence rule for the assignment production. Thereby, we use aontext which consists
of ve components. Namesis a set that contains the names of all classes in the
program, TH is a re exive and transitive relation describing the type hierarchy, i.e.
the subtype relation, of the program, Intfs describes the interfaces of all methods
and attributes of all classes,A is the name of the current class, andocalsare the
local declarations within its body. (It would have been also possible to use ve
separated semantic information in the context but for the s&e of readability, we
have put them together.) stat ::= des:= expr:

hNames TH; Intfs; A; locald :: Context 3 = des:t; :: Type
hNames TH; Intfs; A; locald :: Context 3~ expr : t2 1 Type

- < iftov t1 2 TH
HNames TH; Intfs; A; locals :: Context 3~ stat : correct :: Geninfo z !

Remark 2.3. The sort GenInfo distinguishes correct programs €orrec) from
incorrect ones wrt. the static semantics. For example, if itcannot be shown using
the inference rules that = stat : correct:: Geninfo , then the program fragment
stat is not correct w.r.t. the static semantics. This is a standard technique used in
natural semantics speci cations. E.g. the static semantis of Java [NvO98] uses the
notation ~ stat : for this purpose. In contrast, we use the sortBool for de nining
auxiliary predicates (independent of the program to be anayzed) that are used in
the inference rules.

A speci cation is well-formed if in each judgement for a symbolX of the abstract
syntax, the sorts of the semantic information in the context and the properties are
the same. Speaking in the language of attribute grammars, tls means that each
symbol X has been assigned the same attributes by each judgement deixing it.

2.2 Proofs in Sorted Natural Semantics

The principal task of a static analysis consists of the consuction of a proof tree.
A proof tree veri es that some program information is statically semantically cor-
rect. Its structure coincides with the structure of the abstract syntax tree. In this
subsection, we de ne proof trees formally and show how they an be computed by
solving an equivalent residuation problem.

A rule coveris a mapping from the nodes of the abstract syntax tree to insances
of inference rules of the speci cation. A rule cove? maps a nodeX o with successors
Xq;::1; X, to an instance of inference ruleR only if the conclusion of R is a

Nodes without successors are mapped to axioms. We assume ththe instances of
the inference rules contained in the rule cover do not have camon variables. A
rule cover assigns one judgement to the root node and two judgments to each
other node describing their static semantic information. Hence, the static semantic
information of each node in the abstract syntax tree is desdbed by two terms;

except for the root node with only one term per semantic infomation. Note that

leaves are described by two terms where one stems from an ario

3This is an abuse of notation. Each node in an abstract syntax t ree corresponds to a grammar
symbol. This could be viewed as a type of an abstract syntax tr ee node. The notation here uses
for simplicity the grammar symbols instead of the concrete n  odes.
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10 S. Glesner and W. Zimmermann

A proof tree B for a given abstract syntax tree is a rule cover together witha
substitution  whereby satis es the following two requirements: instantiates
the free variables in the side conditions of the inference nes of the rule cover
such that their truth values can be computed straightforwardly and such that they
hold. Furthermore, for each semantic information of each nde in the abstract
syntax tree, it must be possible to prove the equality of its two terms using the
Horn clauses. Note that this common term, also calledattribute, may contain
variables. This makes sense for example when doing separa#malysis, e.g. sepa-
rate compilation, where only program fragments are checkedAs example, assume a
programming language with procedures. Furthermore assum#hat such procedures
shall be compiled separately. The procedure bodies may usdodpal variables whose
declarations are not known at compile time. Then we would hae semantic infor-
mation employing the type information of these global variables in form of logical
variables which cannot be instantiated only in the context of the procedure body.
The abstract syntax tree together with all at-
tributes is called attributed syntax tree. The as-
signment of attributes to an abstract syntax tree
B is called anattribution of B. A proof tree B is
a most general proof tree if for every other proof
tree BY, there exists a substitution that maps
the attribution of B to the attribution of BC

To compute a proof tree, we consider all possible
rule covers of the abstract syntax tree. For each
such rule cover, we need to compute the static se-
. mantic information and check the side conditions

Fig. 2. Rule Cover of the rules. A rule cover assigns two judgements

to each node in the abstract syntax tree (except

the root node which has only one judgement assigned to it). Eeh of these two
judgements de nes two terms for each semantic information 6 each node. To com-
pute the semantic information, we need to unify all these pais of terms while also
computing the de ned functions contained in them. The combination of uni cation
and evaluation steps where the evaluation steps are alwaygplied to ground terms,
is called residuation [Han94]. Thus, we can regard static analysis as a residuatio
problem. The question is how such residuation problems cané solved.

Therefore, we consider a sorted natural semantics spec-
i cation as a constraint-generating system For each rule
cover, we generate automaticallyconstraints whose solu-
tion is also a valid attribution of the abstract syntax tree.
We introduce this process of generating constraints by an
example before dealing with the general case. Let us as-
sume an arbitrary but xed rule cover and a node k of

Rule 2 the abstract syntax tree. This nodek is in uenced by two

rules which we call rule 1 and rule 2. Assume furthermore
Fig. 3. Constraint- that rule 1 and rule 2 de ne the following two judgements
Generating System for node k, resp.: 1 :: Context ~ k :t; :: Type and
2 . Context ~ k:ty::Type
Then these are the constraints fork to be solved during the static analysis:
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Context ¢ = 1, Context = 2, Type , = t1, and Type , = t,

where Context ¢ and Type , are new variables. The constraints specify that the
semantic information of sort Context for node k must be equalto ; and , and
that the semantic information of sort Type for node k must be equal tot; and t,.

In general, the constraints are de ned as follows. We assumé¢hat the nodes
in the abstract syntax tree have unique names. Using these ugue names, we
de ne sort variables for the nodes. If a judgement for a nodek has the form

1S 1 S T Kty Sttty D Sien, then its sort variables are
(S1)k;::5(Sk; (Si+1 )k i1 (Si+n)k- Sort variables are place holders for the val-
ues of the semantic information of the corresponding node. @nstraints describe
requirements on these sort variables. The rules in a rule car specify judgements
for the nodes of the abstract syntax tree and, hence, terms fothe values of the

sort variables. If 1 ::Sg;:ii; 1S T Koty S+ iith D Sien is a judgement
for a node k, then the constraints on the sort variables ofk resulting from this
judgement are S1)k = 1;::55(S)k = 5(Si+dk = 115 (Sen)k = th. Ina

rule cover, each node (besides the root node) is described Iywo judgements. The
constraints for a node are the constraints induced by its twojudgements (or by its
judgement in case of the root node, resp.) The constraints ofn entire program
consist of the constraints of all its nodes. So to compute a mof tree, we need to
solve the constraints induced by a suitable rule cover.

3. GENERATING SEMANTIC ANALYSIS

Sorted natural semantics is a general framework to specifytatic program anal-
yses. As a major example, we investigate the semantic analigsin the frontends
of compilers and show how it can be expressed within sorted nmaral semantics.
The static semantics speci es and checks context-sensite/properties by computing
attributes for the nodes in abstract syntax trees and by cheking local consistency
requirements for them. Here we concentrate on imperative ath object-oriented pro-
gramming languages but other programming language paradigs may be treated
as well. We characterize programs of a programming languagey the existence of
a unique most general proof tree with respect to a sorted nattal semantics speci -
cation de ning the static semantics of the programming language. In this section,
we show how such proof trees can be computed with a basic alghim. Firstly, in
subsection 3.1, we discuss three major requirements whichenvexpect to hold for
reasonable static semantics speci cations of programmindanguages. We present
the basic algorithm and prove its correctness in subsectior8.2. Finally, in sub-
section 3.3, we show how the basic algorithm works by analymg small programs
written in the example language Demo from Appendix B. As a larger demonstra-
tion, the speci cation of the static semantics of Mini-Java is given and explained
in Appendix A.

3.1 Requirements of the Semantic Analysis of ProgrammingdLages

The principal task of the semantic analysis is the transportof information from one
program point to another. For example, the information from a variable declaration
needs to be known at program points where this variable is uskin order to do some
correctness checks. The attribution of programs is assemétl from such transported
information or information inferred from it. There may be pr ograms whose syntax

Accepted for publication by ACM Transactions on Programmin g Languages and Systems, 2003.



12 S. Glesner and W. Zimmermann

is consistent with the abstract syntax of the programming language but that do
not satisfy the static semantic conditions. By de nition, t hese programs do not
belong to the programming language and may have more than onenost general
proof tree (representing ambiguous information) or no prodtree at all (representing
inconsistent information). Hence, we can state our rst requirement to be satis ed
by sorted natural semantics speci cations of successful seantic analyses:

First Requirement:. Speci cations of sorted natural semantics for semantic
analysis are written such that for each program of the de ned programming lan-
guage, there exists a unique most general proof tree upto reming and AC1-
equivalence.

Thus, if during semantic analysis, it is detected that there is more than one most
general proof tree, then the semantic analysis is not succsful and the analyzed
program is rejected.

During semantic analysis, it is decidable whether an attritution is valid, i.e.
whether the side conditions of the inference rules are fulled. In general, the side
conditions may contain variables, turning the test of validity into a non-decidable
task. Nevertheless, the side conditions specifying the coectness checks must be
decided after the computation of all attributes. l.e. for each program point, it must
be decided whether the side conditions of its associated iafence rule are evaluated
to true or false. The second requirement is a su cient condition for this property:

Second Requirement:.  The free variables in the side conditions of the infe-
rence rules are completely instantiated in a most general pyof tree.

Note that this requirement still allows for variables in the attributes of a most
general proof tree. Only variables in the side conditions a@ excluded. Again,
the second requirement is only necessary for successful santic analyses. If it is
detected during semantic analysis that after the instantiation of the inference rules
in a most general proof tree, there are side conditions withree variables, then the
analyzed program is rejected.

The third assumption concerns the data structures, i.e. thesorts and their func-
tions and predicates. It is our goal to have declarative specations which means
also declarative descriptions of the data structures. Theefore we de ne them with
sort equations and Horn clauses. Since for semantic analygsthe attribution must
be unique, the de ned function values must evaluate to unigwe constructor terms, if
their arguments do not contain free variables. This leads ugo the third requirement
which su ces for the uniqueness of the evaluation of de ned functions:

Third Requirement:. The Horn-clauses de ne a ground con uent conditional
term-rewrite system. The most general proof tree can be comuted without evalu-
ating terms containing free variables.

This requirement states that de ned functions must be unambigously de ned. Nev-
ertheless, as a consequence, the de ned functions can be itemented di erently.
From a practical point of view, this is desirable and followsthe tradition of other
compiler generator tools [Eli; KHZ82]. Therefore, we can asume that there are
correct implementations for the sorts and their functions and predicates at our dis-
posal. Observe that the third requirement still allows for attributions containing
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variables. Only subterms of the attributes which contain dened functions need to
be variable-free.

It is undecidable if a given sorted natural semantics specication conforms to the
above three requirements. Nevertheless when specifying ¢hstatic semantics of a
programming language, one might be able to prove them for a sgci ¢ speci cation.
In the following subsection, we answer the question how the mst general proof tree
can be computed for sorted natural semantics speci cationssatisfying the above
requirements.

3.2 Basic Algorithm

The basic algorithm considers all possible rule covers andhecks which of them
can be completed to a unique proof tree. For now, we assume thall rule covers
are tested separately and discuss improvements of this sttagy at the end of this
subsection. For each rule cover, the basic algorithm genetas the corresponding
constraints as de ned in Subsection 2.2. We can think of the onstraints as pairs
of equations S = t1;S = t,) where S is a sort variable and t; and t, are the
terms constraining the value of S. (Remember that each node except for the root
node is in uenced by two judgements. If S is a sort variable of the root node, then
w.l.o.g. t; and t, are syntactically identical.) To compute the proof tree and its
attribution, the two terms t; andt, must be uni ed while simultaneously evaluating
the contained de ned functions. In the uni cation process, the sort variables are
not replaced because they are merely a coding for the node arits attribute value
which is represented byt; and t,. If it is possible to evaluate and unify all pairs of
constraints such that the side conditions of the inference ules in the rule cover are
also ful lled, then a proof tree is found.

The basic algorithm solves pairs of constraints by residuabn [Han94]. Residu-
ation non-deterministically performs uni cation and comp utation steps. In a uni-
cation step, a pair of terms t; and t, which are required to be equal is unied
by some substitution . This unier s also applied to all other constraints of

wheref is a de ned function with arguments t; is replaced by an equivalent ground
constructor term. A particular run of the basic algorithm can be described by a
residuation sequencewhich consists of a sequence of uni cation and computation
steps.

Since we assume that implementations for the de ned functims are available,
the computation steps do not pose any problems, in contrast ¢ the uni cation
steps: Terms may be built with the constructor functions ; ;[ ;fg for sets. Hence
in general, AC1-uni cations would be required whereby a mirimal complete set of
AC1-uni ers may be doubly exponential in the size of the given AC1-problem. In
the semantic analysis, it makes no sense to compute all theasi ers. A program
is correct only if its attribution can be determined uniquely. Therefore we use a
restricted version of AC1-uni cation by extending the Herb rand-Robinson uni ca-
tion algorithm [Rob65].

Extending Herbrand-Robinson to Restricted AC1-Uni catio n: The Her-
brand-Robinson uni cation algorithm computes a most generl uni er of two terms
under which they are syntactically equal. This most generaluni er is unique up
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to renaming of variables, i.e., if ; and » are both most general uniers, then
there exists a variable renaming such that ; = 2. The uni cation algo-
rithm assumes that a term is either a variable, a constant, ora structured term.
If the two input terms to be unied are not structured, then th e unier can be
determined directly, if it exists. Otherwise, all correspaonding subterms of the input
terms have to be uni ed recursively. The overall uni er is th e composition of the
recursively computed uni ers. The order in which subterms ae considered does not
matter. We extend this uni cation algorithm in the followin g way: If two terms s
and t being sets are to be uni ed, then for reasons of e ciency thisis allowed in
our approach only if their uni er can be determined uniquely (up to renaming of
variables). We distinguish two cases:

[If s=; ort=;,then the unique unier can be easily determined if it exists.
[If s= S]f s1;:::;smgandt = T]f ty;:::;ty0, n not necessarily equal m, then

if unique(s;) = uniqugt; ), uniqugs;) and uniqugt; ) are variable-free, and is the
most general uni er of s; and t;. The uni cation algorithm can proceed with the
smaller problem of unifying (s% and (t9. uniqugs;) = uniquet;) means that
uniqug(s;) and uniquet; ) are evaluated into ground terms which are equal up to
ACl-equivalence. Since they are variable-free, this testsi decidable. Remember
that the uniquefunction returns the parts of an element with which it can be
identi ed uniquely, see section 2.

The requirement that uniques;) and uniqu€t; ) are variable-free is just for reasons
of e ciency. Clearly, this restricted AC1-uni cation is no t complete because it can
happen that no uni er is found even though one might exist. Asa simple example,
considers = S|f s;gandt = T ]f tiygwith s; 6 t;. S and T are uni able by
instantiating S with ft;gand T with fs;g. Nevertheless, the above extension of the
Herbrand-Robinson algorithm will reject them because thisuni er is not unique.
Any other uni er which replaces S by ft;g[ M and T by fs;g[ M for some set
M will also su ce.

Lemma 3.1. If ; and , are two AC1 uniers which can be computed by the
restricted AC1-uni cation algorithm, then there is a renaming such that ; and
2 are equal up tp AC1-equivalence.

Proof. The correctness of the restricted AC1-uni cation algorithm follows di-
rectly from the correctness of the Herbrand-Robinson algathm: A uni er is com-
puted only if it can be determined uniquely up to variable renaming. In particu-
lar, sets are only unied if the correspondence between theielements is unique.
Thereby the ordering of the elements in a set does not matter Besides these mod-
i cations, the uni er is computed according to the Herbrand -Robinson algorithm.
Hence the uni er is unique up to renaming. O

Theorem 3.2. Each residuation sequence used in a run of the basic algorith
yields the same result modulo variable renaming.

4Sets S and T may have di erent size.
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Proof. The basic algorithm computes unique (up to variable renamirg and
AC1-equivalence) uni ers. Furthermore, the order in which uni cation and compu-
tation steps are performed does not matter. Computation stgs a ect only variable-
free terms which are not modi ed by the uni cation steps. Even though performing
certain computation steps may be necessary in order to enablsome subsequent uni-
cation steps, the nal solution is nevertheless the same upto AC1-variants. Hence,
each residuation sequence leads to the same result up to reméng of variables and
AC1l-equivalence. O

The sizeof a term t, denoted by jtj is recursively de ned by j¢j = 1 for a constant
or variable c and jf (ty;:::;tk)j = jtj +  + jtj. The size of a constraintS=t is
jtj + 1 and the size of a constraint setis the sum of the size of its elements.

Theorem 3.3. Given the constraints of a single rule cover, the time complaty
to solve them with the basic algorithm isO(n?logn) where n is the size of the

Proof. The basic algorithm performs standard uni cation steps interleaved with
the evaluation of de ned functions and with the restricted A C1-unication. The
standard uni cation can be done in linear time using sharingof common subexpres-
sions [PW78]. Whenever this standard uni cation stops, it is necessary to either
evaluate de ned functions or to unify sets. Hence, the overl time complexity is
the sum of the time complexity for the standard uni cation, o f the time complex-
ity for the evaluation of the de ned functions, and of the tim e complexity to nd
all pairs of elements of sets to be uni ed (those whose uniquearts are identical).
In the rest of this proof, we show that all de ned functions can be evaluated in
time O(n?) and that the pairs of set elements to be uni ed can be found intime
O(n?logn). From these results it follows that the time complexity of t he basic
algorithm is O(n? logn).

To evaluate subterms starting with de ned function symbols, we proceed as fol-
lows: We keep two lists with references to subterms that star with a de ned
function symbol. In the rst list, we keep all variable-free subterms starting with a
de ned function symbol while the second list contains all sibterms starting with a
de ned function symbol which still contain variables. Moreover, we de ne a refer-
ence from each variable to the subterms in the second list in thich this variable is
contained. Whenever a variable is substituted, either with a variable-free term or
with a term containing other variables, the two lists are updated: In the rst case,
the substituted, variable-free subterm is transferred fran the second into the rst
list. In the second case, the references from variables to ¢hterms in the second list
are updated appropriately. Both kinds of updates can be donén time O(n). The
overall time complexity to evaluate the subterms starting with a de ned function
symbol (as soon as they are in the rst list) is therefore O(n?).

The time complexity to nd all pairs of elements of sets to be uni ed is O(n? logn):

( n), are to be uni ed. Then we need to nd a pair ( s;;tj) such that uniqugs;) and
uniqugt; ) are identical. Therefore, we sort the elements of both setsexicograph-
ically, each set separately. Then we take the rst element ofthe rst set and try

to nd, by binary search, a corresponding element in the secnd set. If this search
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is successful, then we are done. Otherwise, we proceed withea second (third, ...)
element of the rst set until we nd a corresponding element in the second set.
The cost for a single binary search isO(logn), hence for the overall search it is
O(nlogn). In the worst case, we need to repeat such a searah times, giving us a
time complexity of O(n? logn). O

Up to now, we have assumed that one rule cover is checked aft¢he other. An
easy calculation shows that if there are alternative inferace rules in a speci cation,
then the number of possible rule covers is exponential in thesize of the abstract
syntax tree. Itis too costly to consider these many rule coves separately. Therefore
we carry out the following e ciency enhancement: First, we consider only the
constraints which are the same for all rule covers, i.e. the anstraints stemming
from inference rules which do not have alternatives. We evalate and unify them as
far as possible. Then we sort out dynamically as many of the aérnative inference
rules and, in turn, rule covers as possible by either showinthat their side conditions
are not ful lled or by proving that the unication fails. Thi s is in fact a clear
improvement { experiments in our prototype implementation indicate that in most
semantic analyses, only linearly many (instead of exponeilly many) rule covers
need to be checked, cf. Section 7.

3.3 Example Semantic Analyses

In this subsection, we demonstrate the application of the baic algorithm to pro-
grams of the languageDemo de ned in Appendix B. Demo is a very simple
imperative language whose programs consist of a list of aggiments and variable
declarations. Declarations of variables do not need to ocaubefore their use. How-
ever, every variable used in aDemo-program must be declared. It is possible to
declare a variable twice. In this case, the declaration, i.ethe type of the variable,

1 prog ~ correct

(B.S1)
2 ;~ correct
stats 1 correct
(B.S2)
unde ned ( 1;id1)
types v type, 1 hidy;typeyi 11fh id1;type;ig ® correct
3 8@ hidy; typeyi gstats ~ corect
(B.S5) (B.S4)
T id2 2 typeg "
4 var . 6 expr 3" typey 10
(B.S7) (B.S9)
© type,
5 x 7 const « realtype
(B.S12)

8 1:3
Fig. 4. Rule Cover for the Program in Example 3.4
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must be identical. Demo has two types, integers and reals. Integers are coercible
to reals but not vice versa. Example 3.4 shows that the attrikution is ambiguous if

a variable is used but not declared. This is erroneously xedin Example 3.5. This
example demonstrates that there exists no proof if a progranis ill-typed. Exam-
ple 3.6 shows the proof if the erroneous type declaration isxed. Here, the variable
is declared after its use.

Example 3.4. Consider the Demo-program x:=1.3 . It contains the undeclared
variable x. Fig. 4 shows the abstract syntax tree according to the synta of Demo
(cf. Fig. 31). The names of the nodes correspond to the non-teninals. A node
has up to ve annotations. The annotation below a node is the gplied inference
rule. At the upper left corner, we annotate side conditions $emming from an
inference rule. Alternatively, this may also be denoted bebw the name of the
inference rule. At the lower left corner of a node we annotatedts depth- rst order
number. The upper right corner and lower right corner of a noce are annotated
with the judgements stemming from the applied inference rués at its parent and the
node, respectively. For better readability, we omit the sotts. Thus, the annotations
represent a completed rule cover constructed by the basic gbrithm. The following
constraints are derived from Fig. 4:

Context , = ; Id 4 = id2 Type ¢ = type,

Context , = 3 Id4 = X Type ; = type,

Context 3= Context g = > Type ; = realtype

Context 3= » Context ¢ = 3 Context g = 1]fh ids; type;ig
Decl 3 = hds; type;i Type s = type; Context ¢ = 4
Decl 3 = hd,; type,i

A solution algorithm will stop with the following solutions :

Context , = ; Ids= X Type , = realtype
Context 3 = ; Context ¢ = ; Context ¢ = fhx;type;ig
Decl 3 = Ix;type;i Type 4 = realtype

The side condition type; v type, becomesrealtypev type;. Hence, Requirement 2
is violated, implying that the static semantics, i.e. the context-sensitive properties
of the program are not correct. Due to the second requirementevery successful
semantic analysis would not end with a side condition contaning free variables.
Hence, the context-sensitive properties of the program ar@ot correct.

Example 3.5. The Demo-program x := 1.3; x:int is not correctly typed.
Fig. 5 shows an annotated abstract syntax tree of this progran computed by the
basic algorithm.

The basic algorithm derives from the rule cover in Fig. 5 the sime constraints
for nodes 1{8 as in Example 3.4 and additionally the followirg constraints:

Context 9 = 1]fh id1;type;ig Decl 10 = hids; typesi Type 13 = typeg

Context 9 = 4]fh id3;typesig Decl 10 = hids; typegi Type 13 = inttype

Context 190 = 4]fh ids; typesig Id 11 = idg Context 15 = 4]fh ids;typesig
Context 10 = s Id1 = x Context 15 = ¢
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This constraint system has the solution

Context 1 = ; Type ¢ = realtype Decl 1o = hx; inttypei
Context , = ; Type ; = realtype Id1; = X
Decl 3 = hx;inttypei  Context ¢ = fhx;inttypeig Type ;5 = inttype
Id4 = X Context 19 = fhx;inttypeig Context 315 = fhx;inttypeig

Context ¢ = ;

Using this solution, the side condition type; v type,becomesrealtypev inttype.
Thus, this side condition fails. Therefore the rule cover canot be completed to a
proof.

There are two alternatives for the rule cover: At node 2, infeence rule (B.S3)
can be applied instead of (B.S2). At node 9 inference rule (B52) can be applied
instead of (B.S3).

Consider rst the former case. The constraint Context , = ; is replaced by
Context , = 1]fh id1;type;ig. Hence, the basic algorithm tries to unify ; and

1 ] fh ids; typejig. This unication fails. Therefore, the rule cover cannot be
completed to a proof.

In the latter case, the constraintsContext ¢ = 4]fh ids; typesig and Context 19 =

4]fh ids; typesig are replaced by constraintsContext ¢ = 4 and Context 10 = 4.
The basic algorithm unies 4 and thx;type;ig. Furthermore, it uni es hx; inttypei
and hds;typesi. If the resulting substitutions are applied to the side condtion
of inference rule (B.S2), we have to evaluateinde ned (fhx; type;ig; x) which fails.
Hence, the rule cover cannot be completed to a proof tree ndier. Furthermore,
the solution for the resulting constraint system contains the free variabletype; .

Example 3.6. The Demo-program x:=1; x:real declares the variablex after

1prog -~ correct

(B.S1)

;° correct
2 stats 1 = correct

(8.52)

undened ( 1;idyg)

hidy; typeqi 1 ]fh idy; typesig = correct
hidy; type%i 9 stats 4 ]fh ids;typeéig *  correct

types Vv typep giat .
3

1

2
(B.S3)

(B.S5) undened ( 4;id3)

L idp 2 . types 4 ]1fh id3; typegig " h id3; typegi 4 1fh id3; typegig = correct
4var . 726 expr 3 BPes 1o stat 5 hidg: typegi Ts stats o comest

(B.57) (B.59) (8.56) (B.54)

11 var - i;j“ 13 type: typeg 16

5 x 7 const inttype

T typey
realtype

(B.512) (8.57) (B.S14)

81:3 12 x 14 int

Fig. 5. A Rule Cover for the Program in Example 3.5
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1prog -~ correct

(B.S1)

;° correct
2 stats 1 = correct

(8.52)

undened ( 1;idyg)

types v type 1 hidy; typeqi 1 ]fh idy; typesig = correct
s :2,, stat 2 “hidy; type%i 9 stats 4 ]fh id3; typeéig *  correct

(B.S3)
(B.S5) undened ( g4;id3)

L idp 2 . types 4 ]1fh id3; typegig " h id3; typegi 4 1fh id3; typegig = correct
4var . 726 expr 3 BPes 1o stat 5 hidg: typegi Ts stats o comest

(B.57) (B.59) (8.56) (B.54)

11 var - i;j“ 13 type: typeg 16

5 x 7 const inttype

 typey
realtype

(B.S11) (8.57) (B.S14)

81 12 x 14 real

Fig. 6. Rule Cover for the Program in Example 3.6

its use. Fig. 6 shows the rule cover for this program. The cortgaints derived from

this program are the same as those derived from the program ikExample 3.5 except
that the constraints Type ; = realtypeand Type ;3 = inttype are replaced by the
constraints Type ; = inttype and Type ;5 = realtype respectively. The constraint
system has the solution:

Context 1 = ; Type ¢ = inttype Decl 1o = hx; realtype
Context » = ; Type ; = inttype Id 11 = x
Decl 3 = Ix;realtypé  Context ¢ = fhx; realtypeg type 15 = realtype
Id4 = X Context 19 = fhx;realtypeg Context 15 = fhx;realtypeag
Context ¢ = ;

Then, the following side conditions have to be evaluated:
unde ned (; ; x) stemming from node 2
inttype v realtypestemming from node 3
unde ned(; ; X) stemming from node 9
All these side conditions evaluate totrue. Hence, the rule cover in Fig. 6 can be
completed to a proof tree.
The same arguments as in Example 3.5 show that there is no otheproof tree.
Hence, the basic algorithm succeeds.

4. SOLUTION STRATEGIES

If the basic algorithm succeeds to compute a solution, then his solution is un-
ambiguous, i.e. there is no other solution provided the somd natural semantics
speci cation satis es the three requirements of subsectio 3.1. However, since it is
undecidable whether these three requirements are satis edit cannot be guaran-
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teed that the basic algorithm nds such a solution for all legal programs (w.r.t. the
static semantics). This section discusses solution strages which are independent
from the concrete program to be analyzed. A solution strateg induces one possi-
ble residuation sequence to construct a proof tree, i.e. it Wil not nd a solution
in cases where the basic algorithm will not nd any but, instead, might be able
to improve the e ciency of the semantic analysis. Thereby, our goals are twofold:
Firstly, we want to be able to analyze a sorted natural semanics speci cation in
advance whether a solution strategy will succeed. Secondlyve want to perform
the semantic analysis more e ciently than with the approach in Section 3.

In contrast to the previous sections we consider here only seantic analyses for
complete programs. This implies that the attributions of complete programs do
not contain free variables. This holds because otherwise,he attribution would
be ambiguous since each ground-term can be substituted for &ee variable. In
contrast, in case of separate compilation, the attribution could contain free variables
that are substituted when linking the units together. Subsection 4.1 shows that if
there is a solution to the constraints of the semantic analyss, then each solution
strategy computes the same (unambiguous) solution. Subsé&on 4.2 presents the
particular solution strategy LNS(1). It guarantees that every rule cover can be
completed to a proof tree by one left-to-right traversal through the corresponding
abstract syntax tree. Finally, subsection 4.3 sketches som generalizations.

4.1 Invariance of the Solution Strategy

Each inference rule de nes a dependency graph connecting pstraints with their
variables. The basic idea of a solution strategy is to assiguirections to the edges
of this dependency graph such that whenever its inference ta is applied, the con-
straints can be solved in a topological order. A solution stategy is such a topolo-
gical order. We rst introduce the notion of dependency graphs, then we de ne the
notion of (legal) direction assignments. We nally show that any solution strategy
based on a legal direction assignment will compute the sameokution.

De nition 4.1. Let S be a sorted natural semantics speci cation, andR be an
inference rule for production Xy ::= X3  Xp of the form

TSttty SE T Xait g SSE ity 1 Sh
tT STt SP T Xt Ly SR Lty SEL it
t9 089t ST Xo it Ly S Lt i SY,

where S| are sort symbols andt! are terms. The dependency graph oR is a
bipartite graph DP (R) = (V; C; E) with the two node sets V and C and the set
E of edges whereV is the set of all sort variables and logical variables ofR,
c=fs=t:0 |j m;1 i njgis the set of all constraints implied
by R,andE = ff S=t;xg:S=t2 C”*x2 V(t) [f Sggis the set of edges such
that there is an edge between a variable and a constraint if ad only if this variable

wheref is a de ned function, then the edgesfS = t; xg for x 2 V(t9 are directed
from the variable to the constraint. All other edges are undirected. Let p be a
program and |, be a rule cover forp. The dependency graph DR ;) is the union
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Type ! = type; Type O = type; t type, Type 2 = type, Context ! = Context 0 = Context 2 =

Type 1t type, Type © type, Type 2 Context ' Context °© Context 2

Fig. 7. A Dependency Graph for Inference Rule (B.S10)

of all dependency graphs of the inference rules in the rule eer where the sort
variables from judgements of a node occur only once.

As example, gure 7 shows the dependency graph for the rule (E510)
: Context ° expr; :type; :: Type ;o Context ° expr, : type, :: Type
o Context ° exprg :type; t type, :: Type

of the example languageDemo.

Remark 4.2. A dependency graph de nes a data ow driven computation. Val-
ues of the sort and logical variables can ow along the edgeghereby paying atten-
tion to their directions. In this sense, the directed edgesdrmalize the requirement
that a de ned function can be evaluated only if all its arguments are known. Undi-
rected edges formalize that the ow can be in either directio in order to solve the
constraint.

When de ning a solution strategy, directions are assigned o the undirected edges.
These directions are assigned not independently for each fierence rule but need to
consider the rule covers of all potential input programs. Ifthe resulting graph is
acyclic such that the constraints can be solved when their pedecessors are known,
then a topological order induces a solution strategy to sole the constraints.

De nition 4.3. A constraint S = t is directly solvablei there is at most one
ground-term substitution  for V(t) [f Sg s.t. (S) = (t). In particular, if t

all substitutions  substituting the variables v 2 V by ground-terms, the constraint
(S) = (t) is directly solvable.

As example, consider the constraints in gure 7. None of themis directly solvable.
The constraint Type ! = type, is solvable w.r.t. f Type ;g, w.r.t ftype,g, and w.r.t.
fType ;;type;g. The constraint Type 0 = type, t type, is solvable w.r.t a set
of variables X only, if type;;type, 2 X becauset is a dened function. E.g.
the constraint Context o = is solvable w.r.t. fContext (g, and the constraint
Context 1 = and Context , = are solvable w.rt. f g.

Let G = (V;E) be a graph with directed and undirected edges. Adirection
assignmentis a bijective mapping :E ! ECsuchthat (€)= e for each directed
edge and (fu;vg) = (u;v) or (fu;vg) = (v;u) for each undirected edge. Hence,
a direction assignment implicitly de nes a directed graph (G) = ( V;E9).

Figure 8 shows a graph (G) stemming from a direction assignment to the
dependency graph of Figure 7.

De nition 4.4. Let S be a sorted natural semantics speci cation,p be a pro-
gram, and , be a rule cover forp. A direction assignment for DP ( ;) is legali
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Type ! = type; Type O = type; t type, Type 2 = type, Context ! = Context 0 = Context 2 =

1 0 2 2

Type type, Type type, Type Context ' Context °© Context

Fig. 8. The Graph of Figure 7 after a Direction Assignment

(DP( p)) is acyclic, each variable has at least one predecessor infDP ( ,)), and
every constraint S = t is solvable w.r.t. its predecessors in (DP( p)). A solution
strategy w.r.t.  is a topological order of (DP ( p)).

Each solution strategy computes the same result;

Theorem 4.5. Let S be a sorted natural semantics,p be a program, and be
a legal direction assignment for DR ,). Then, every solution strategy w.r.t.
computes the same result.

Proof. According to Theorem 3.2, it is su cient to prove that every t opological
order of (DP( p)) is a valid residuation sequence. Hence, it must be shown i

order of (DP( p)). We prove by induction the following stronger claim:

If all constraints v;, j <i have a solution, then the following two proper-
ties are satis ed: If v; is a variable, then the value forv; is known. If v;
is a constraint, then (v;) is directly solvable where is the substitution
substituting the variables v;, j <i , by their solution.

v1 must be a directly solvable constraint because it has no pregcessors. Suppose
is a variable. Then there is constraintvy, k <j , which is a predecessor of;. This
constraint is already solved and contains variablev;. By induction hypothesis this
constraint has a ground-term solution. Hence there is a vala for v;. Suppose now
Vi is a constraint. By induction hypothesis, the values of all predecessors of; are
known. By De nition 4.4, (v;) is directly solvable w.r.t. V(vi)\ vi;:::;vi 190 O

Theorem 4.5 is the basis for generators of e cient semantic aalyses:

(1) Compute the dependency graphs for the inference rules.

(2) Compute a direction assignment r for each inference ruleR s.t. for any
program and rule cover, the composed direction assignmensilegal.

(3) Compute a topological order of g(DP (R)) such that for any program and rule
cover, these topological orders can be composed to a solutictrategy.

The generated semantic analysis solves the constraints agrling to the solution
strategy. For the second step, it is necessary to determine hether a constraint
S = tis solvable w.r.t. a set of variables. The following lemma gies a constructive
su cient criterion. Its idea is to formalize su cient crite ria for the solvability of

constraints S = t with a sort variable S and term t. If t is a variable, then this
criterion is rather simple. We need to know at least the valuefor one of the two
variables S and t. If both values are known, then solving the constraint becones
a simple consistency check whether the values on the left-mal side and the right-
hand side of the constraint are the same. Ift is a term starting with a de ned
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function symbol, then we need to know the values for all varidles contained int.
This requirement is contained in the general assertion thata constraint S = t is
solvable wrt. X if V(t) X. If tis a constructor term f (t1;:::;t,), then we either
need to know the value ofS (then its value must be the same as the value fort)
or we need to know so many variables contained it that we can solve the smaller
problems S; = t; whereby the S;, 1 i n, are new sort variables. This idea is

t which contain all constructor term elements as well as varikles may not contain
more than one element since then, the substitution cannot baletermined uniquely,
expressed with the requirementj(Ay [ V(At)) nXj 1. All cases which are not
covered by Lemma 4.6 are classi ed as not solvable even thotiga solution might
exist. Since we are interested in de ning a su cient criteri on, this is legitimate.

Lemma 4.6. Let S=t be a constraint andX V(1) [f Sg be a set of variables.
S = tis solvable w.rt. X if V(t) X or V(t) 6 X, S 2 X, and one of the
following conditions is satis ed:

(1) tis a variable,

f,i(Av[ V(Af)) nXj 1 where A, is the largest subset ot consisting of
variables andA; is the largest subset of consisting of all termst; of the form

fC ).

Proof. If V(t) X it follows directly from the de nition that S = t can be
solved w.r.t. X. Hence, suppos&/(t) 6 X andS 2 X. The case thatt is a variable
follows directly from the de nition.

ui = (tj). Consider the substitution

(x) ifx6 S
Ui if x= Si

i(X) =

Since is a ground-term substitution and u; are ground-terms, ; is also a ground-
term substitution. Furthermore (tj) = i(t;) becauset; does not contain the
variable S;. Since each constraintS; = t; is solvable w.r.t (X \ V(tj)) [f Sig, i =
1;:::;n, the constraint (S;) = i(tj) (equal to u; = (t;)) is directly solvable. If

no solution. If there are two constraintsu; = (tj) andt; = (), 1 i<]j n,
having incompatible solutions, i.e. ground substitutions i, j where ;(x) 6 ;(X),
then the constraint (S) = f (t1;:::;ty) has also no solution. Otherwise, it has the
solution n Where ; is the solution of the constraintu; = (tj), i =1;:::;n.
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Hence, (S) = (f(ty;:::;ty)) has at most one solution, i.e. S = f (ty;:::;tn) is
directly solvable.

a ground-term substitution  on variables X such that (S) = (t) is not directly
solvable. By De nition 4.3 are at least two di erent ground- term substitutions
and %on V( (t)) suchthat (S)= ( (1) and (S)= 9 (t)). Then, (1) =

fug;iii;uggforaq n, (S)=fsy;iii;smgforam g andu; 2 (S) for every
ground-term u; 2 (t) (otherwise (S) = (t) would have no solution). Since the
constraints S; = t;, i =1;:::;n are solvable, ( (1))= 9 (t)) and 6 O there

must be a subsetW = fwy;:::;wg (t), kK 2, suchthat (W)= 9w) and
(W) 8 Yw;)fori=1;:::;n. W.l.o.g suppose thatW is minimal. Such a setW

is minimal i
(wa) = Awo)iiii (W)= Ywk 1); (Wo)= %(wk) (4.1)

Each of these terms is either a variable or starts with the sare constructor symbolf .
X] 1, the terms w; are pairwise dierent, and w; = (tj) for a term t; 2

We show now that there is a contradiction for k = 1, i.e., (wi1) = 9Ywp),

(Wo) = 9Ywy), (Wo) 8 9wp), and (wi) 6 9w;). The casek > 1 follows
by a straightforward induction. (4.1) implies that (x) 6 9x). For simplicity
we assume that each of the termswg, w; contains the variable x exactly once.
The general case can be proven analogously. Two cases may viGceither wy is
a proper subterm ofw; (or vice versa) or they have the forms shown in Fig. 9(a)
and (b). Supposew is a proper subterm ofw;. Then, (wp) is a proper subterm
of (w1) = 9Ywp) and 9Ywp) is a proper subterm of %w;) = (wp). Hence

(Wo) = 9Ywp). This contradicts (wp) 8 9Ywp). Hencewp is not subterm of wy
nor vice versa. According to (4.1) it holds (wp) = 9%w;). Then, the terms wp and
wy have the forms shown in Fig. 9(a) and (b), respectively. Thisimplies that the
terms 9Ywg) and (w;) have the forms as shown in Fig. 9(c) and (d), respectively.
However, since (X) 6 9x), qwo) 6 (ws) in contradiction to (4.1). Hence, there
cannot be two di erent substitutions  and ° which are solutions to (S) = (t).
Thus, S=t is solvable w.rt. X. O

)

ax) () %x) %x) () ()

(a) wo (b) w1 © %Awo) (d (wi1)

Fig. 9. Contradiction in the Proof of Lemma 4.6
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Example 4.7. This example demonstrates condition (3). We show a positiveand
a negative example. For both examplesx and y are variables of sortNat .

Consider the constraint S = fx; sucdx)g. This constraint is solvable w.r.t. fSg:
Let be a ground substitution for fSg. If j (S)j & 2, then there is no solution
to (S) = fx;succkx)g. If (S) has exactly two elements, it is has exactly one
solution i these elements have the form t; sucdt) for a term t :: Nat. Thus

(S) = fx;sucgx)g is directly solvable.

It is easy to see that the constraintsS; = x and Sy =; sucgx) are solvable w.r.t.
S; and Sy, respectively. Furthermore, Ay = V(Asucd) = TXg, i.e. (Ay [ V(Asucd)) N
fSg = fxg. Hence (3) is satis ed.

Consider now the constraint S = fx;sucgy)g. This constraint is not solv-
able w.rt. fSg: If (S) = fsucdq0);sucdsucc0))g, then the constraint (S) =
fx; sucdy)g has two di erent solutions. The rst solution is dened by (x) =
sucg0) and (y) = sucg0). The second solution °isde nedby 9x) = sucqsucg0))
and Yy) = 0.

Here, Ay = fxg and V(Asued) = fyg. Therefore (Ay [ V(Asuce)) NTSg = fX;yg.
Hence (3) is violated.

The counter example to condition (3) demonstrates the propety (4.1): ( (y)) =
A (y)) = sucgsucq0)) and ( () = X (y)) = sucq0). The restriction j(Ay [
V(Ar)) n Xj 1 avoids these kinds of cycles. It basically states that for &ch
constructor f there is at most one variable left for substitution if all variables in X

are substituted by ground terms.
We say, a constraint is patently solvablew.r.t. a set of variables i the su cient
conditions of Lemma 4.6 are satis ed.

Remark 4.8. In the rest of this section, we only consider patently solvalie con-
straints.

4.2 LNS(1)-Speci cations

We now introduce a subclass of sorted natural semantics specations that allow
for the computation of a proof tree by one depth- rst left-to -right traversal through
the abstract syntax tree of a given program. We call these spa cations LNS(1)
(Left-to-right Natural Semantics).

Consider an inference ruleR for a production X ::= X1 X, (cf. Fig. 10) and
a left-to-right traversal through its nodes. The sort variables for every non-terminal

Before the traversal of rule R, the values for sort variablesISx, must be known.
Using these values, computing values of logical variablesml sort variables of rule R

starts until all sort variables of ISx, have a value. This constraint solving computes
alternating values for logical and sort variables. Then thesubtree rooted at X is

visited. After this visit the values of the sort variables OSx, are known. Then,
again the values of logical variables and sort variables areomputed alternately

until the values of all sort variables in ISx, are known. This traversal repeats
analogously until X, is visited. Finally, the remaining logical variables and sat

variables are computed. After R is traversed the values of all variables of ruleR

must be known.
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Fig. 10. LNS(1)-Condition

De nition 4.9. Let S be a sorted natural semantics speci cation,Sx be the set
of sorts of grammar symbolX, ISx ] OSx = Sx be a partition into a set of input
and output sorts, and R be an inference rule ofS of production X ::= X1 X,.

computablei ® Vo] ] Vm = LVARS(R)[ Sx,[ [ Sx,,Vo= ISx,,and for
the setsV, k 1, one of the following conditions is satis ed:

(1) Wk LVARS (R), W 1 Sx, [ OSx, [ [ OSx,, and for eachv 2 Vi
there is a constraint ¢ adjacent to v in DP(R) s.t. cis patently solvable w.r.t.
Fv(©\ (Mol [ V)

(2) Wk Sxor Vk 1 LVARS (R), and for eachv 2 V there is a constraint ¢
adjacenttovin DP (R) s.t. cis patently solvable w.r.t. FV (c)\ (Vo[ [ W 1)-

(3) VW= OSx, forak 1;i 1andVW 1= IS(Xj).

(4) Wk = ISx, forai 1,V 1 LVARS (R), for eachv 2 V there is a constraintc
adjacenttov in DP (R) s.t. cis patently solvable w.r.t. FV (c)\ (Vo[ [ W 1),
IS(X;) Vo[ [ Wk 1forallj =0;:::;0 L,andIS(X;)\ (Mol [ Wk 1) = ;

S isLNS(1) i for each symbol X there exists a partition Sy = ISx] OSx (ISz = ;
for the start symbol Z) such that for every production each of its inference rules
has a LNS(1)-computable sequence.

left to right. The conditions (1){(4) state how the variable sv 2 Vi can be computed,
provided that the variablesw 2 Vo[ [ Wk 1 are already computed. This process
alternately computes logical variables as soon as they caneébcomputed and sort
variables. Condition (1) states the previous stepVi 1 computed sort variables.
Thus, Vkx computes logical variables. In this case, there must be a catraint ¢ that
is solvable w.r.t. the variablesVp[ [ Wk 1. Condition (2) states an analogous
condition for the case that Vi computes sort variables of the grammar symbolX .
Condition (3) states that if the input sorts of symbol X; are computed, then the
output sorts of X; can be computed (by recursively computing the variables of he
production with left-hand side X; in the structure tree). Condition (4) considers the
remaining case thatVy computes input sort variables of symbolX; by inference rule
R. In this case, Vi« 1 must be a set of logical variables. The condition furthermoe

SLVARS (R) is the set of logical variables of inference rule R.
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computation of the input sorts of X;. Thus, these conditions specify the left-to-right
evaluation order.

Example 4.10. The inference rule (B.S10)
;. Context ~ expr, : type, :: Type :: Context ~ expr, : type, :: Type
o Context ° expry :type; t type, :: Type
of the example languageDemo is LNS(1)-computable. The grammar symbolexpr
has semantic information of sortsContext and Type . We classify theses sorts as

an input sort and an output sort, respectively. HenceISex = fContext g and
OSexpr = fType g. In the following, Context ; and Type ; denote the sort variable

Context and Type of grammar symbolexpr;, i =1;2; 3, respectively.
According to De nition 4.9 we have Vy = fContext ¢g. Since Vo Sexpr 4 »
(1) is applicable. The constraint Context ¢ = can be patently solved w.r.t.

fContext ¢g. Thus V; = f g. Now, the constraint Context ; = can be patently
solved w.r.t.f Context o; g. SinceV; LVARS (R) and ISexr, = fContext 19
(4) can be applied. Therefore,V, = fContext 1g. Now, property (3) is ap-
plicable, i.e. V3 = OSexr, = fType ;0. The constraint Type ; = type, is
patently solvable w.r.t. fContext 1; ;Type ;0. Thus, V4 = ftype,g. SinceV,
LVARS (R), ISexpr, = fContext »g, and Context , = is patently solvable w.r.t.
fContext o;Context 1; ;Type ;;type;g, (4) is applicable. This leads to Vs =
f Context »g. Then, we construct Vs = OSeyxyr, = fType ,g because only (3) is
applicable. The constraint Type , = type, is patently solvable w.r.t. f Context o;
Context 1;Context 2; ;Type ;;type;; Type ,g9. Hence,V; = ftype,g by (1). Since
V7 LVARS (R) and the constraint Type , = type; t type, is patently solv-
able w.r.t. fContext o;Context 1;Context 2; ;Type ;;type;; Type ,;type,g, we
obtain Vg = f Type 40. This nishes the construction because we have now encoun-
tered all variables from LVARS (R). The table in Figure | summarizes these sets
and their meaning w.r.t. the traversal of abstract syntax tr ees.

Vo = fContext og sort variables of expr, already computed when starting to visit the
sub-tree rooted at expr

Vi=f g logical variables that can now be solved by a constraint of th e rule

Vo = fContext 1g sort variables of expr, that can be solved by a constraint of the rule

V3 = fType 19 sort variables computed after visit of sub-tree rooted at  expr

V4 = ftype,g logical variables that can be solved after visit of sub-tree rooted at
exprq

Vs = fContext »g sort variables of expr, that can be solved by a constraint of the rule

Ve = fType ,0 sort variables computed after visit of sub-tree rooted at  expr,

V7 = ftype,g logical variables that can be solved after visit of sub-tree rooted at
expr,

Vg = fType o9 sort variables of expr, that can be solved by a constraint of R

Table I. Sets and Their Meanings during Traversal of Abstrac t Syntax Tree

The speci cation of Demo is not LNS(1) because there is no partition of the
sorts into input sorts and outputs sorts of stat such that rule (B.S3) is LNS(1)-
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computable: it requires that Context is an output sort of stat becausex and type
are known only after visiting stat. (B.S5) implies that Context is also an output
sort of expr since otherwise, the constraintContext exr = is not patently solvable
w.r.t. ;. However (B.S8) requiresContext as an output sort of expression since
otherwise the constraint Context exr = ] fh X;typeig is not patently solvable
w.r.t. fContext expr; 0.

We have intuitively stated that LNS(1)-speci cations indu ce a particular traversal
strategy. LNS(1) implies that for all legal abstract syntax trees, the variables can be
computed by a left-to-right traversal following the order i nduced by De nition 4.9:

Theorem 4.11. Let S be a LNS(1)-speci cation. Then every rule cover can
be completed to a proof by a single depth- rst left-to-righttraversal of an abstract
syntax tree.

Proof. We rst prove by structural induction that for each node n of an abstract
syntax tree stemming from non-terminal X , after visiting the subtree rooted at n
the values of all variables are computed provided the value®f the variables at n
stemming from ISx are known before the visit. If n is described by an axiom,
then De nition 4.9 directly implies that the values of all va riables of n can be
computed. Suppose the children oh are obtained by production X ::= X; X

such that Vi, = ISx; . De nition 4.9(4) implies k; <k < <km. According to

De nition 4.9(1), (2), and (4), the values of all variables in Vi [ [ VW, can be
computed. By induction hypothesis, the values of all varialles of the subtree rooted
at the rst child of n can be computed, in particular those atVy,+1 = OSx,. By a

simple induction on the child number, we can prove that after visiting the subtree

of the last child of n, all variablesin Vo[ [ Vi, +1 are computed. De nition 4.9(1)

and (2) imply that after the visit of the last child of n, the values of the remaining
variables can be computed. This induction also shows that upn each visit of a
node of the abstract syntax tree, the values for its input sots are known (and the
root has no input sorts). This completes the proof. O

Example 4.12. The converse of Theorem 4.11 is not true, i.e., LNS(1) is just
su cient criterion. Fig. 11 shows a sorted natural semantics speci cation where all
abstract syntax trees can be computed by a depth- rst left-to-right traversal. The
sort de nition for sort S is omitted for simplicity.

prod : A:=BC
"B:ihyi S T Cihgyi S

4.2
TAbhgyi S “-2)

prod B = by prod C:=D

N . "D:txyi =S

: yion . = 4.5
B ifbyyi =S (43) S Cihgyi oS (45)

prod B = by prod D := d
B M byi:S (4.9 D :tbybyi S 4.6)

Fig. 11. A Sorted Natural Semantics Speci cation which is no t LNS(1)
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Fig. 12 shows the two abstract syntax trees of this programnmg language. It is
easy to see that in both cases, the values of all variables cdre computed by a single
left-to-right traversal. However, the speci cation in Fig . 11 is not LNS(1), because
the inference rule (4.2) has no LNS(1)-computable sequencé-or this inference rule,

can be computed in this order by a left-to-right traversal for any abstract syntax
tree:

Consider rstthe subtree on the left of Fig. 12. After the visit of the rst child, the
value of x from the inference rule (4.2) is known. Then, the second chd is visited,
and after this visit, the value of y and all other variables is known. However, for
the abstract syntax tree on the right, the value of y is known after visiting the rst
child and the value of x is known after visiting the second child of the root. Hence,
there is no LNS(1)-computable sequence for inference rulet(2).

A A

/\ A
B B

Q——0 —O0O

ea—0—0

Fig. 12. The two Abstract Syntax Trees for the Language of Fig .11

In the following, we present an algorithm that decides whetter a sorted natural
semantics speci cation is LNS(1), and if it is so, it returns for each inference rule an
LNS(1)-computable sequence. The algorithm visits each gramar symbol. During
the visit of a grammar symbol X, it visits each production with left-hand side X .
The visit of a production p: Xg ;= X3 X, visits rst every inference rule of p

of an inference ruleR, the algorithm tries to nd an LNS(1)-computable sequence
for R. For this, it is necessary to have some assumptions on the inj sorts ISx,.
There are two possibilities during this construction: either a contradiction is found
or it is not possible to nd an LNS(1)-computable sequence fo the inference ruleR.
In the former case, the speci cation is not LNS(1) and the algorithm terminates. In
the latter case, the assumptions on the input sorts are revied and the visit process
starts again with the revised assumptions. Initially, it is optimistically assumed
that 1ISx = Sx for all grammar symbols X . The revision process stops i no
revision was necessary or a contradiction was found.

Fig. 13 shows the algorithm for visiting an inference ruleR of production p :
Xo = X1 Xp. It greedily computes an LNS(1)-computable sequenc®p;:::; Vmn
of R until the sequence is a partition of LVARS (R) or a contradiction to LNS(1)
is detected. The setV = Vo[ [ V, contains the variables already considered
and X; is the last considered symbol ofp. According to De nition 4.9 only the
cases speci ed by the conditions in lines (3), (12), and (15need to be considered.
First each iteration computes the new setConstr of constraints that can be solved
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w.rt V. Vij.1 is de ned to be the maximal set of new variables whose value ¢a
be computed using the constraints ofConstr. If V;  LVARS (R), it may happen
that there are no constraints that can compute sorts ofSx,. Then, according to
De nition 4.9, the next set must be the input sorts of the next non-terminal X, .
If there is no such next non-terminal, there must be a contradction to LNS(1)
because no remaining constraints can be solved w.r.tV. If there is such a next
non-terminal, then a revision is necessary if not each of itsnput sorts can be
computed. Except the subsets ofSx,, the other types of subsets may be empty.
Therefore, a ag indicating the type of the set is maintained. For simplicity, we
omit this detail in Fig. 13.

(1) Vo:=1Sx,,j =0, V:i= Vp;i:=0;

(2 while V ( Sx,[ [ Sx,[ LVARS (R)" no contradiction to LNS(1) was found do
3) if Vj LVARS (R) then
4 Constr := fS=1t:82 Sx,nV~ V() Vg,
(5) if Constr 6 ; then Vj+1 = fS:S=12 Constrg
(6) elsif i<n then
7) Constr ;= fS=1:5S2 Sx,,, "V() Vg Vj« :=fS:S= 12 Constr g;
(8) if 1ISx;,, Vi1 then Vji = 1Sx,,,
9 else ISx,,; = ISx,,; \ Vj+1; mark that the input sorts are revised,
(10) =i+l
(11) else there is a contradiction to LNS(1);
(12) elsif Vj  Sx,_Vj OSx, then
(13) Constr := f ¢ 2 Constr : cis patently solvable w.r.t. FV (¢)\ v~
c is not patently solvable w.rt. V nV;g;
(14) Vj+1 = fx2 LVARS (R): 9c2 Constr:x2 FV (c) nVg;
(15) elsif Vj = ISx, then
(16) Vi1 = Sx; niISx,;
@an ;
(18) V=VI[V,j=]+1
(19) od

Fig. 13. Algorithm for Computing an LNS(1)-computable Sequ ence of an Inference Rule R for
Production Xg = X1 Xnp

Remark 4.13. The algorithm in Fig. 13 can also be used to compute a legal
direction assignment for DP (R): before the computation of Constr all undirected
edgesf x; cg are directed from logical variable or sort variablex to constraint c, if
X 2 V. After the computation of Vj.; all undirected edgesf x; cg are directed from
c2 Constr to X 2 Vj+1.

Theorem 4.14. The algorithm for checking the LNS(1) property detects thata
speci cation S is LNS(1) together with the LNS(1)-computable sequences if@very
rule Ri S is LNS(1).

Proof. Only If  : If the algorithm terminates with detection that S is LNS(1),
then it has computed a set of input sortsISx for each grammar symbolX . The
de nition OSx = Sx nlISx induces a partition of Sy . It remains to show that

LNS(1)-computable. Since the algorithm terminates with the detection that S is
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LNS(1), the last visit of each inference rule does neither reise a set of input sorts
nor detects a contradiction to LNS(1). Hence, the loop (2){(19) terminates with
Vol [ Vm = Sx,l Sx, [ Vr, i.e. after termination all sort variables and logical

and that one of the conditions (1){(4) of De nition 4.9 is sat is ed. We prove this
property by induction on j. Initially Vo = ISx,. By induction hypothesis, V,
satis es one of the properties (1){(4) of De nition 4.9. Hence, V, satis es one of
the conditions in lines (3), (12), or (15). Hence, the setV;.; is computed by one
of the assignments in lines (5), (7), (14), and (16). In any cae, Vk \ Vjx1 = ;

conditions (2), (4), (1), or (3) of De nition 4.9, respectiv ely.

If : We prove that if the algorithm terminates with output\ S is not LNS(1)" then
S is not LNS(1). This output is possible only if line (11) of Fig. 13 is executed for a
inference ruleR. HenceVo[ [ Vi 6 LVARS(R)[ Sx,[ [ Sx.,V, LVARS(R),
the last non-terminal X, is already visited, and it is not possible to nd a constraint
S = t that can be solved w.r.t. V. Hence, there is no LNS(1)-computable sequence
for R w.r.t. the current partitions Sx = ISx ] OSx of grammar symbols X .
However, there might be other partitions. Let S = t be a constraint that cannot be
solved w.r.t. V. SinceSx,[ [ Sx, V,line(11)is also executed for all di erent
partitions of Sx,;:::;Sx,. Furthermore, S 2 OSx,. Suppose there is a di erent
partition of Sx, = IS} ] OS%, where an LNS(1)-computable sequence foR is
computed. Then, it must hold S 2 |s9<0. Therefore, there was a previous visit of
R whereS 2 ISx,. SinceS 62Sx, at the current visit, the set I1Sx, was revised.
In particular S was eliminated. This can only be done if line (9) is executeddr
a inference ruleR° of a production Y ::= Xo . However, this means thatS
cannot be computed by a LNS(1)-computable sequence foR®. Hence,S cannot
be LNS(1). O

4.3 Other Solution Strategies

This subsection discusses informally several other soluih strategies. LNS(k)-
speci cations guarantee that all rule covers be completed ® k depth- rst left-
to-right traversals through the abstract syntax tree. It is a straightforward genera-
lization of the LNS(1)-condition: For each grammar symbol X we have partitions
1Sx = 1SP 1 1 18 of the input sorts and 0Sx = ISP 1 ] 1S of the
output sorts into k sets. With this partition, De nition 4.9 can be directly gen era-
lized to LNS(k)-computable sequences and LNS(k)-speci cdons. RNS(K) speci -
cations guarantee that all rule covers can be completed bk depth- rst right-to-left
traversals through the abstract syntax trees. ANS(k)-spec cations guarantee that
all rule covers can be completed byk depth- rst traversals through the abstract
syntax tree alternating between left-to-right traversals and right-to-left traversals.
The idea behind these di erent traversal strategies is anabgous to the prede ned
traversal strategies in attribute grammars.

It is an open problem whether there is a class of sorted natulasemantic speci-
cations for derived solution strategies analogous to ordeed attribute grammars.
However, if all inference rules of a sorted natural semantie speci cation use only
de ned functions (i.e. each semantic information has a termconsisting only of
variables and symbols for derived functions), then no logial variable is solved by
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uni cation because they must be computed before this accorihg to the restricted
AC1-uni cation which we employ. We will show in Section 5 that these speci ca-
tions can be transformed directly into attribute grammars. Therefore this special
case allows us to apply all results known from attribute granmars.

5. COMPARISON WITH ATTRIBUTE GRAMMARS

Attribute grammars are used for specifying and generating emantic analysis. This
section compares the expressiveness of sorted natural sentizs and attribute gram-
mars and the e ciency of the semantic analyses generated frm them. In subsec-
tion 5.1 we show that each well-de ned attribute grammar can be represented di-
rectly as a sorted natural semantics speci cation. Subsedtn 5.2 shows that the con-
verse is not true. Subsection 5.3 compares LAG-grammars witLNS-speci cations.

5.1 Representation of Attribute Grammars by Sorted NatuB#gmantics

First, we present the basic terminology for attribute grammars. Then we discuss
the relation between attribute grammars and sorted natural semantics.

De nition 5.1. An attribute grammar is a tuple AG = (G;A;R;C) where G =
(T;N;P;2Z) is a context-free grammar with terminals T, non-terminals Irl , produc-

tions P, and start symbol Z describing the abstract syntax, A = A(X)
[ X2T[ N
is a nite set of attributes, R = R(p) is a nite set of attribution rules, and
[ p2P
C= C(p) is a nite set of AG-conditions.
p2P

Example 5.2. Appendix B.3 contains the attribute grammar for Demo. X:a
denotes that a is an attribute of X, i.e. a2 A(X). Attribution rules are associated
with the productions and have the form X;:a f( ). AG-Conditions are boolean
formulas also associated with a production.

The set AF (p) is the set of attributes that are computed by production p, i.e.
Xi:a 2 AF (p) i there is an attribution rule of production p with left-hand side
Xi:a. The attribute X;:ais synthesized X; is the left-hand side of the production,
otherwise it is inherited. AS(X) and Al (X) denote the set of synthesized and
inherited attributes, respectively. An attribute grammar is completei Al (X) [
AS(X) = A(X), AS(X) AF (p) for each production with left-hand side X, and
Al (X)  AF (p) for each production p with a right-hand side containing X. An
attribute grammar is consistenti Al (X)\ AS(X)=; forall X 2 T[ N and if
for eachp 2 P and for eachX:a 2 AF (p), there is exactly one attribution rule in
R(p) with left-hand side X:a.

Attribute grammars specify the values of the attributes by attribution rules. If
the attribute values are known for the right-hand side of an atribution rule, then the
attribute value of the left-hand side can be computed. Lett be an abstract syntax
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grammars guarantee that for each abstract syntax tree therds at most one correct
attribution.

For an abstract syntax tree, the attributes can be computed f the dependencies
induced by the attribution rules do not de ne a cycle. An attr ibute grammar is
acyclic i this is true for every abstract syntax tree. An attribute g rammar is
well-de ned i it is complete, consistent, and acyclic. For well-de ned grammars
an attribution can be computed for each abstract syntax tree by evaluating them
in a topological order of the dependencies.

The following theorem shows that each well-de ned attribute grammar can be
transformed automatically into an \equivalent" sorted nat ural semantics speci cation
with the same attributes:

Theorem 5.3. For every well-de ned attribute grammar AG = (G;A;R;C)
there is a transformation to a well-formed sorted natural senantics speci cation
S based onG with the following properties:

(1) X:a 2 A i the judgement for non-terminal X has a semantic information of
sort a.
(2) The attributions obtained by AG andS are equal for every abstract syntax tree.

(3) The basic algorithm onS rejects an abstract syntax tree i there is no correct
attribution for AG.

Proof.  Property (1) de nes the sorts of S. Since all functions and AG-conditions
used in AG are computable, they can be specied by sort de nitions and Horn
clauses [AN78]. W.l.o.g. we assume that the attribute gramnar is normalized,
i.e., for every production p it holds X;:a 62AF (p) if there is a rule X;:a
f( Xj:a ) 2 R(p) or a AG-condition ( Xj:a ) 2 C(p). Furthermore,
assume w.l.o.g. that there is only one AG-condition per rule The construction of
the inference rules ofS is based on the following transformation:

For each grammar symbolX , the natural semantics speci cation contains judge-
ments of the form

tpag ity rak T X itker aksr;iiity nan
where Al (X) = fay;:::;axg are the inherited attributes of X and AS(X) =
fak+1;::1;ang are the synthesized attributes. Our goal is to de ne infererce rules

such that for any attributed syntax tree after solving the constraints stemming from
the inference rules, the value for sorta equals the value of 